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The complexity of software systems is ever increasing to meet growing customer demands. 
You’re no longer there to simply sell to your customers; you’re there to enable them to 
interact with the world around them in ways that just a few years ago seemed in the realm 
of science-fiction. 

With this complexity comes the need to invest in ensuring that your systems are operable, 
reliable, stable, and able to cope with spikes in traffic.

In this eBook we’re taking a deep dive into observability: what it is, why you should be building 
monitoring into everything you do, what we mean by the “Observability River”, and all the tools 
you need to get started on your observability journey.

Why Invest in Observability?

You can only improve your platforms and applications if you truly understand how they 
perform in a production environment, and the only way to achieve that is by implementing a 
rock-solid observability platform from which your entire company can learn about how your 
customers are interacting with what you do. 

So join us on a journey down the Observability River as we take in all the components of a 
successful observability platform. Learn the difference between logs, metrics, and traces, and 
when to use each of them to troubleshoot or predict system events, and discover how you can 
get non-technical teams involved in the creation of alerts.

As always, if you’d like help with improving your
observability solution, get in touch!
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What Is Observability? Using Observability Principles to Quickly Diagnose 
and Fix a Broken Shopping Cart Application

An observable system is one where you can infer its 
internal state purely from the system’s outputs—and one 
that is operable at the speed demanded by modern digital 
transformations.
Whether you need to reduce the time it takes for your customers to be able to 
interact with your product or you need to be able to react faster to the impact of 
a spike in visitor traffic or other workloads.

No matter what your use case, being able to understand what is happening 
across your estate in near real time—and taking decisions accordingly—is at 
the heart of improving the way you and your teams work. 

Observability provides us with the ability to forecast where issues may 
arise in future. It helps us to understand where there may be potential 
issues, and to proactively target the areas of the system that we are 
concerned about, before an incident occurs.

When we talk about observability, we mean taking an approach to monitoring 
where the platform or product being monitored is a “black box”. And the only 
way to understand what it is doing inside is to observe the outputs.

Let’s take a look at an example…

By applying observability principles to the site, you quickly 
see from the application metrics that customers were either 
taking longer to check out or abandoning their items with more 
frequency than usual.

You then look for any correlations between those customers and 
particular pages they might have visited on the site.

Next, you look in the application logs to see if there are any 
obvious errors, and at the application traces to see how well the 
data is flowing between all the relevant parts of the platform.

Within a few minutes, you find out which lines of code or backend 
system were causing the issue and take steps to remedy the 
situation. 

Even better, through the use of Service Level Indicators and 
Service Level Objectives, you start to track performance over 
time using alerts to notify you when something might be about to 
fail before it affects your customers.

It’s 3 am and you’ve been woken by a message telling you that a particular 
part of your online shopping site isn’t running as it should… Site response 
times have been slower than usual over the past few hours, leading 
customers to abandon their items before checking out.
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Monitoring Vs Observability SRE and Observability

Whilst it is possible to spot trends in data with legacy 
monitoring solutions, the truth is that monitoring is often far 
more reactive than proactive and often requires in-depth 
knowledge of the platforms being monitored in order to make 
reasonable conclusions about the current state. 

Observability helps us understand how platforms are 
performing even if we don’t know what is going on under 
the covers (such as a third party API).

Observability is the logical next step from traditional monitoring practices, and a core tenet of 
the Site Reliability Engineering (SRE) movement.

While monitoring has previously focused on 
API and website response times—or system 
metrics such as CPU, RAM, and disk space—
observability takes a more holistic approach 
to system health and often includes user 
experience and business processes, in 
addition to more traditional monitoring 
measurements.

As the world moves towards an SRE 
approach to systems development and 
deployment, it is vital that we start moving 
away from asking if a service is “up or down” 

and towards proving that service is providing 
value to our customers, the business, and our 
engineering teams.

At Contino, we expand observability 
outside the cloud environment or 
data centre and into your business by 
monitoring not just your application and 
platform, but also how your business, 
developer teams and even revenue streams 
are performing—to give you a complete 
picture of your organisation from feature 
request through to customer satisfaction.

Monitoring is about knowing what is 
happening within the applications and 
infrastructure that we deploy at any 
given moment. SRE is a data-driven approach to IT, championed by Google, that ensures that even 

wildly complex distributed IT systems are healthy.

It’s about relentlessly pursuing knowledge of the health of your system by harnessing 
the power of large amounts of data. With this data, SRE teams can assess and report on 
the reliability and availability of a system at every stage of the development cycle.

WHAT IS SRE?
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Often in engineering, we focus our 
development stories on the user interaction. 

Stories such as “As a user, I want to be able 
to add an item to my basket, so I can buy 
it” are not uncommon, but what about the 
internal requirements for our team and those 
around us within our own organisation that 
fall outside the “end-user” customer?

Four “Internal” User Stories

Why You Should Build Observability 
Into Everything You Do

I want to see how my application 
is performing, so I can refactor the 
appropriate parts of the codebase to 
improve user experience.

This is a story about a process we’re all 
familiar with—we check the data, then we 
refactor and see if the data improves—
however, when was the last time you wrote 
it down as a user story on the backlog?

I want to know how my application is 
performing, so I can prioritise the backlog 
more effectively.

Application performance can help product 
owners, tech-leads, scrum facilitators, 
and agile coaches move stories around 
the backlog to prioritise performance 
enhancements alongside new features.

Developer Product Owner

I want to understand page load times, 
so I can ensure our content is optimised 
appropriately.

Both image optimisation and compression 
of assets are known to be reasons for long 
page load times and, with access to the 
monitoring dashboards, your marketing 
teams can look at the way they generate 
media for the site and find the levels 
of compression/quality loss that are 
acceptable.

Marketing Designer

So how can teams get started on 
their observability journey? What 
tools do they need? What do they 
need to do with their data?

Sales Executive

I want to ensure the website is serving the 
correct content, so my targeted mailings 
don’t go unanswered.

The sales team is about to send out a sales 
email to 2,000 existing customers inviting 
them to sign up for a new service based on 
their current preferences. The email has 
a link in it to an asset on the website, and 
they’re going to track how many customers 
click that link as well as who they are using 
a marketing automation tool.

But what if the downloadable asset 
suddenly disappears for an unexpected 
reason halfway through sending the email 
to the database?

Providing the sales team with observability 
and insight on their assets or similar 
suddenly allows them to halt sending out 
the mailshot, follow up directly with those 
who clicked the link but didn’t get the asset, 
or even look at whether people preferred 
a particular format of the document to 
another.

Let’s take a look at what the change would 
be within your organisation’s approach 
to monitoring if you started to add in the 
following stories...
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#1: 
Logging

#2: 
Metrics

The 4 Pillars of Observability

Logs are the “go-to” for most organisations when it comes to 
starting their observability implementation.

A plethora of tools such as Splunk, ELK, and Sumologic have 
fostered a belief that logs are the best source of data when it 
comes to understanding what your application or platform is 
doing—however they are only one part of the bigger picture.

Logs provide us with detailed information around why 
a particular event occurred and when it happened, but 
they can’t always help us with spotting trends.

Whilst logging is important to an observabilty platform, logs 
cannot provide a holistic view of the environment on their 
own and should always be considered alongside metrics and, 
ideally, traces.

Often touted as the “holy grail” of observability and monitoring, 
metrics give us an excellent understanding of what is going on 
within our platforms.

Unlike logs, metrics generally provide very little in the way 
of information about why something happened. However 
they do provide a wealth of information around changes in 
trends—allowing us to spot patterns in application or platform 
performance and pinpoint when something started to happen.

Observability can be divided into four sections. We’ll dive into 
each of them in more detail later on as we take our journey 
down the Observability River. However, it’s worth dipping our 
toes in now to understand what each of these “pillars” are for, 
and when we might use them.
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#3: 
Tracing

#4: 
Visualisation

Traces enhance the data we collect from logs and metrics 
by helping us to connect the dots between the various 
components of our platform.

A good tracing setup will show you the connection and 
response times between your frontend, backend, and 
database layers, as well as any message queues and any other 
component that you’ve configured, and in the majority of cases 
you can even use the trace component to view any metrics 
that may highlight issues.

Often pictured as sitting at the “top” of any observability stack, 
the visualisation pillar is the one that turns your data into 
information.

Without a good visibility layer, all you have is a significant 
amount of data that is not being analysed, costing you 
significant amounts of money on storage fees. As soon as you 
introduce the visibility layer, that data becomes information, 
and your teams can start to understand the impact of their 
changes on the platform as a whole.
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How to Take On Observability in the Cloud
The rise of cloud and the explosion of 
data has led to a seismic shift in the way 
we observe our platforms—and how our 
customers interact with them.

Gone are the days of “measure anything”, 
“measure everything” and even “monitor 
the things that don’t move just in case they 
decide to make a run for it”. 

While this approach may have worked on 
platforms hosted in physical data centres, 
such as shared hosting clusters with 
thousands of websites, it isn’t sustainable in 
this increasingly digital age.

So what approach should you take with 
observability in the cloud?

The good news is that you don’t need a “big 
bang” monitoring solution. It’s possible (and 
advisable) to approach observability one step 
at a time—layering monitoring tools and 
solutions on top of each other as your team 
or organisation grows.

We like to think of it as a journey down the 
Observability River.

The Observability River is a tool that we use 
at Contino to help our customers understand:

the types of data that you can collect and 
alert on 

and the way in which the data can start off 
from a simple stream, and keep building, 
until you have a lake of information to rely 
on for your observability solution.

The areas that we cover as we navigate 
through the observability landscape are 
selected to ensure that you get the best 
possible results as quickly as possible. 

However they are by no means exhaustive 
and there are areas such as Security 
Information and Event Management systems 
(SIEM) and Machine Learning that will need 
an eBook all of their own!
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7 Steps to Observability: Introducing the 
‘Observability River’
Start with security monitoring
Access and audit logs, number of failed logins, inbound traffic that could be a bad actor; these 
are all vital things to know about your platform

Add in platform metrics and logs
These could be syslog events and metrics about CPU, RAM, and storage, or cloud platform 
metrics about how quickly Lambda functions or similar are performing

Now that we have a solid base to build on, let’s add in our 
Application Performance Monitoring (APM)
This includes things like how quickly a class or function is executed, database lookup timings, 
and may well include trace data based on OpenTelemetry or similar.

You can even keep an eye on your business KPIs such as average revenue from customers 
and product sales quantities by combining APM with the User Monitoring mentioned next, 
moving your observability and alerting platform out from something that’s only looked at by the 
engineers and developers, and into a platform that supports your sales and marketing teams.

Now we have all this data in our “Data Lake”, what do we do with it?

As we reach the distant shores of the data lake, we get to Alerting.

We’re nearly at the point where we can start to make sense of this 
data, but let’s collect two more important pieces of information
What your users are doing, and what you thought your users would do. Real User Monitoring 
(RUM) and Synthetic User Monitoring (SUM) allow us to see both the “happy paths” and the 
actual usage of your product and compare the experience that is returned to the user.

We visualise it of course! Providing a graphical interpretation of the data is what turns it into 
information and makes it useful. If you’re storing data in multiple locations and formats without 
anyone looking at it, then you may as well not collect it at all. Show your data the light of day; let 
people play with it!

Naturally, we’d advise that you start to visualise your data as soon as you can. Don’t wait for all of 
your data sources to be connected to your observabilty platform before you start trying to make 
sense of it, otherwise you’ll never start!

Your engineers need to know that if something goes wrong or looks like it will, they’re going 
to be notified and when that happens they need the context and links to runbooks in order to 
react appropriately. Whilst Alerting is not the “final destination” on our journey, it is something 
that relies on the various other parts of the Observability River to be present in order for it to be 
efficient.

Alerts can take many forms, from posts into chat tools such as Slack or MS Teams through to 
integrations with on-call and incident management systems such as PagerDuty, OpsGenie, or 
Grafana On-Call, just be careful to only send alerts to the relevant people for important events, 
otherwise you risk the alerts being ignored “because there are too many”, something we call 
“Alert Fatigue”.

If you have the expertise available (and Contino can provide this if 
you don’t!), then why not add in your financial operations (FinOps) 
data as well? 
Imagine a dashboard that showed you not just customer satisfaction and application 
performance, but the costs of running the platform vs the amount of revenue it was generating. 
The possibilities are endless!
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There are a wealth of monitoring solutions 
available for engineers and developers to 
choose from, so how do you select which is 
most appropriate for you?

It’s frequently the case that neither the most 
expensive nor the cheapest monitoring 

solution is the answer when starting on your 
observability journey, so let’s take a look at 
the core decisions you need to make when 
selecting a monitoring solution for your 
project.

Let’s assume you need a team of five people to design, run, support, and improve a 
Prometheus at scale (at least 1000 instances/servers/containers across used by multiple 
teams) for you on an average salary of £40,000/year, and that you need to spend an 
additional £250/person in training, along with internal charge-backs of around £2500/
month for the infrastructure:

 Annual Salary: £40,000 * 5 = £200,000
 Annual Hosting: £2,500 * 12 = £30,000
 First Year Training Costs: £250 * 5 = £1,250
 Total First Year Costs: £231,250
 Ongoing Annual Costs: £230,000

That’s a lot of money to spend on a solution that you thought was “free”!

You may have people within your organisation who already know your monitoring solution of 
choice well enough to deploy it, and you may want to “hide” the cost of moving them to the 
new team because it’s a cost the company is already bearing—but it’s still not going to be 
“free” and you’ll still need a team to manage the solution.

Before we start worrying about whether we’re going to run a monitoring solution in-house, 
in the cloud, or if we’re going to purchase a managed service, we need to know if we have 
the knowledge and capability to run that service.

It’s all well and good deciding that it’s cheaper from a licensing perspective to run 
something like Prometheus.io because it’s “free”, but that doesn’t take into account the cost 
of training up your staff or hiring in new team members to run it for you.

QUESTION 1: DO YOU NEED A TEAM THAT CAN 
SUPPORT A MONITORING SOLUTION?

5 Questions to Ask When 
Choosing an Observability 
Solution
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When running a monitoring solution, you 
generally have three options:

“Behind the firewall”
Generally considered to be the “most 
secure” by many enterprise organisations—
the theory is that by ensuring the data is 
kept within the environmental boundaries, 
there is less risk of monitoring data (and 
therefore details of your infrastructure 
layout) leaking into the public domain.

Software as a Service (SaaS)
This is rapidly becoming the primary way 
for organisations to purchase monitoring 
solutions, especially in cloud environments. 
It reduces the need for a dedicated team 
within your organisation and passes the 
difficulties of maintaining alerting platforms 
etc. on to a third party. 

The downside is that your data goes into 
a dedicated “bucket” on a platform that is 
shared with multiple other companies, so if 
your monitoring provider gets hacked then 
the attackers will gain information about the 
state of your infrastructure.

Cloud Monitoring
Cloud monitoring can fall between the SaaS 
and “Behind the Firewall” offerings as quite 
frequently cloud providers such as Amazon 
and Google will provide both fully-managed 
monitoring platforms (such as CloudWatch), 
and the ability to build your own from a 
managed service (AWS Managed Grafana 
coupled with AWS Elasticsearch Service for 
instance). 

Whilst this might be seen as a solution 
with all the pitfalls of both of the others, if 
managed correctly, this can provide a semi-
hosted solution at a lower cost than a full 
SaaS offering in some cases

Whether you choose 1 - Behind the 
Firewall, 2 - Software as a Service, or 3 - 
Cloud Monitoring from the above list, you’re 
going to need to think about your data 
storage needs before making the decision, 
especially as many SaaS providers will 
only host your data in certain geographical 
locations.

Choosing what to monitor and how you 
are going to monitor it is a massive part of 
deciding which tool to use. Some tools are 
better at particular jobs than others.

If we go back and look at the Observability 
River, we can see that there are five key 
areas that we can address when monitoring. 
Whilst combining the five into a single 
platform is absolutely possible, we need to 
ask “is it necessary?”

It may be that the platform you’re running 
hands-off security and audit logging to 
another team, you might not do FinOps 

yet, or you could be providing virtual 
instances to your customers and therefore 
not be overly concerned about Application 
Performance.

We’ve seen many organisations go for 
the most expensive/feature-rich/darling-
of-the-moment monitoring platform that 
provides everything anyone could ever 
need, only to find out they didn’t need half 
of those features and are now lumbered 
with a hefty monthly charge.

QUESTION 2: ARE WE HAPPY TO ALLOW THE MONITORING 
DATA TO EXIST OUTSIDE OUR ENVIRONMENT? QUESTION 3: WHAT DO WE WANT TO MONITOR?
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You need to be aware that some of the tools 
are better suited to particular languages 
than others.

As an example, AppDynamics is very 
popular amongst enterprise organisations 
for Application Performance Monitoring, 
and if you’re working with a Java or C# 
monolith then it’s probably fine. But as soon 
as you move into other languages such as 
Python or Rust, you’re going to want to look 
for something else because the support for 
those languages is not as good.

It used to be that AppDynamics was the 
only option if you wanted to visualise your 
application request flow however, these 
days pretty much every monitoring system 
out there can do the same thing including 

many of the Open Source ones, so there 
really is very little reason to stick with 
AppDynamics unless you’re bound by a 
license agreement or your team know AppD 
better than anything else (see Question 1!).

Newer offerings such as Datadog, New 
Relic, or even Grafana coupled with an 
OpenTelemetry backend such as Tempo 
are all excellent offerings for application 
performance monitoring if you’re using 
more modern languages.

This is a question that only your 
organisation can really answer because, 
as we’ve seen, it depends heavily on your 
environment and setup.

Having said that, we frequently recommend 
at the moment is to use SaaS where we 
can (Prometheus, Grafana, Loki, and Tempo 
if we can’t!), and having worked with the 
majority of the offerings out there we’d 
probably recommend Datadog.

Datadog isn’t the cheapest, but it’s not the 
most expensive either, and if you go past 
500 hosts/instances then you qualify for a 
“bulk purchase discount”.

It has a “pay as you go” model that easily 
translates to licensing for cloud; it can do 
instance/host-level monitoring, log analysis, 
application performance monitoring, 
network monitoring, and many, many more 
things that you may never need; and it’s as 
simple as installing the agent, deploying the 
configuration file and watching your data 
roll into the pre-packaged dashboards.

QUESTION 4: WHICH LANGUAGES ARE WE WRITING OUR 
APPLICATIONS IN? QUESTION 5: OK, SO WHAT DO I CHOOSE THEN?
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Logs might be collected from disk or sent over the network to a dedicated tool. However, 
without some form of collection agent to forward the logs to the storage location we won’t be 
able to analyse the entire platform!

Logging Tools

1) Log Collection Tools

Contino recommends that if you don’t have 
an existing observability platform that is 
delivering value, you start by looking at your 
logs.

We’ve found that whilst most of our 
customers may not have metrics exposed 
or traces being sent from their applications, 
they almost always have some form of 

centralised logging configured, usually 
sending data to an “ELK” (Elasticsearch, 
Logstash, and Kibana) stack or some kind of 
“enterprise logging solution” such as Splunk.

As a result, we’re frequently able to take 
the existing log output from the various 
platforms and start to deliver value in a 
very short space of time.

CloudWatch Agent has the capability 
to collect logs from on-disk and forward 
them into CloudWatch for further analysis. 

It requires that you install the agent 
on any EC2 instances that you launch, 
however it also ensures that all of your 
logs from across your AWS estate are 
sent to the same location within your AWS 
Infrastructure.

CloudTrail is a service that helps enable 
governance, compliance, and operational 
and risk auditing of your AWS account. 
Actions taken by a user, role, or an 
AWS service are recorded as events in 
CloudTrail.

Logging can be broken down further into three distinct categories: log collection, an 
optional transformation layer, and storage.

Frequently vendors try to group these together however, in our case, it’s worth splitting 
them out as there are some tools that are better suited to each task than others.

AWS

LOGGING COMPONENTS 

We know observability is based on the 
three distinct areas of logging, metrics, and 
tracing—so let’s think about the tools we 
might use.

The tools you select will depend on your 
situation and as a result we’ve grouped the 
list below into solutions by specific cloud 
providers and cloud-agnostic approaches.

You’ll note that alongside the three core 
pillars of observability, we’ve added a fourth 
category of tooling, visualisation. 

Whilst most SaaS observabilty solutions 
include visualisation by default, there are a 
couple of dedicated visualisation tools out 
there that are worth a special mention, and 
we’ve included them here for good measure.

Observability Tools
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GCP offers an end-to-end, modular 
operations suite (previously known as 
Stackdriver) which includes integrated 
monitoring, logging, and trace managed 
services for applications and systems 
running on Google Cloud and beyond. 

Logs can be collected using Cloud 
Logging, which is a fully managed 
service that performs at scale and can 
ingest application and platform log data, 
as well as custom log data from GKE 
environments, virtual machines (VMs), 
and other services inside and outside of 
Google Cloud.   

The Azure Log Analytics agent collects 
telemetry data from Windows and 
Linux VMs in any cloud or on-premises 
machines and sends the collected logs to 
your Log Analytics workspace.

Azure Monitor agent collects monitoring 
data from the guest operating system 
of Azure VMs and delivers it to Azure 
Monitor. 

In comparison to the Log Analytics agent, 
the Azure Monitor agent introduces new 
capabilities, but it currently does not have 
feature parity with the current agent. You 
can view supported features and services 
here.

GCP

AZURE

CLOUD AGNOSTIC

What if you’re using Elastic or Grafana Cloud, 
or you’ve rolled your own ELK stack inside 
your cloud network?

Thankfully there are a few options available 
to you for collecting logs that sit outside a 
specific ecosystem or cloud provider.

Vector
Vector is a lightweight tool for building 
observability pipelines. It has a large number 
of options for collecting logs (“sources”) 
and can forward logs on to an equally large 
number of targets (“sinks”).  

One of the key things that makes Vector 
stand out from other options for us is the 
ability to use “transformations” to create 
metrics from log events (more on this in 
the next section!), allowing us to send both 
log events and metrics about how many of 
those events have been processed to the 
appropriate location for later querying.

Promtail
Promtail is Grafana.com’s offering in this 
space. Whilst it is less powerful than Vector 
when it comes to transformations and the 
options for inputs and outputs, it is even 
more lightweight and ideal for embedded 
systems or low-resource platforms where 
observability is required.

Promtail assumes that you are shipping 
logs to either Loki or Grafana Cloud Logs 
(effectively a “managed” version of Loki), so 
does not provide the ability to send logs to 
other sources.
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Filebeat
Created by Elastic, Filebeat is another 
lightweight contender for shipping logs into 
Elasticsearch.

Unlike the options mentioned above, Filebeat 
can only do very basic processing and cannot 
send logs anywhere other than Elasticsearch. 

Having said that, it’s a great way to ingest 
logs if Elastic is your thing, and certainly a lot 
less resource intensive than Logstash!

Logstash
Renowned for its power and ability to 
consume and transform logs in significant 
volumes, Logstash was the “go to” tool for 
many years when you needed to manipulate 
your log entries in preparation for ingestion 
by Elasticsearch.

Now owned by elastic.co, Logstash still 
fills a vital role in many observability 
configurations, however we would 
recommend that customers look at vector.
dev as an alternative if they are concerned 
about resource usage.

Another pattern we regularly see is organisations sending every single log event that is 
generated to their centralised logging solution, leading to astronomical licensing and storage 
costs.

Transformation allows us to filter out the parts of the logs that aren’t needed (did you really 
want all those DEBUG lines from your development environments stored in your production 
log engine?) and sanitise sensitive data such as PII (Personally Identifiable Information) 
before passing the useful parts of the event to the backend storage.

2) Log Transformation Tools

Log Router, part of the GCP Operations suite, offers routing and filtering capabilities 
that helps direct the required logs to their correct destination and remove any 
unnecessary or sensitive data.

Kinesis Data Firehose is a fully managed service that makes it easy to capture, 
transform, and load massive volumes of streaming logs from hundreds of thousands of 
sources into Amazon S3 or any log storage system in use. 

Ingestion-time transformation allows you to manipulate incoming data before it is 
stored in Log Analytics workspace. You can add data filtering, parsing and extraction, 
and control the structure of the data that gets ingested in. (At this time of writing, this 
tool is still in preview.)

GCP

AZURE

AWS
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Vector
As mentioned in the previous section, Vector 
is a lightweight tool for building observability 
pipelines. 

Vector has its own language called Vector 
Remap Language (VRL) and when you 
start to combine that with the other 
transformations that Vector provides out of 
the box, there’s very little you can’t do with 
this tool.

Logstash
Logstash can also provide data 
transformations through the GROK parser 
and other plugins.  

Whilst Logstash is more mature than 
Vector, we believe that Vector has the 
edge as it is lighter-weight and has a more 
straightforward configuration file.

How you store your logs and manage the archives that result in this is a significant challenge 
to any organisation, and as a result we would generally recommend that you outsource this 
problem to a dedicated provider.

There are numerous hosted offerings available to help with this, however if you really must 
self-host then we have included examples of these services as well.

3) Log Storage Tools

Logs could be stored in log buckets, part of Google Cloud’s operations suite. It offers 
customisable features like access control, logs retention policies and others. Logs 
could be stored in the region of choice. Logs could be programmatically accessed and 
managed through APIs or the user interface Logs Explorer. 

Logs are generally stored either in CloudWatch logs, or an S3 bucket. Both options 
offer a range of features and advantages. 

Amazon Athena also allows you to query both CloudWatch Logs and logs stored in S3 
using familiar SQL syntax, without running any additional infrastructure.

Logs are stored in either Log Analytics workspace or Azure storage account. Log 
analytics is a tool in the Azure portal to edit and run log queries from data collected by 
Azure Monitor. Maximum retention of logs within Log Analytics is 730 days. You can 
archive logs indefinitely in the Azure storage account.

GCP

AZURE
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Elasticsearch
Elasticsearch has long been the “go-to” 
solution for log storage and management, 
and is often seen as the “safe” option. One of 
the key reasons for adopting Elasticsearch is 
the way in which it scales.

Recently, licensing changes have led to a 
number of forks to Elasticsearch including 
the AWS-backed OpenSearch, however the 
original Elasticsearch is still available from 
Elastic.co under their own license.

There is a significant management overhead 
for Elasticsearch clusters, so we would 
always advise using a managed version 
such as AWS OpenSearch or Elastic Cloud 
unless you have the expertise within your 
organisation to manage Elastic.

Elasticsearch uses its own internal storage 
engine based on Apache Lucene.

Loki
Loki is the log storage and processing engine 
developed by the team at Grafana.com. Billed 
as “Prometheus, but for logs”, it is designed to 
be lightweight, easy to scale, and adaptable 
to your infrastructure.

Unlike Elasticsearch, Loki provides options 
for where to store the log data and index files 
including AWS S3, GCP Object Store, and 
Apache Cassandra, allowing you to be more 
flexible in your deployment approach and 
less reliant on a single vendor.

Having said that, as with Elasticsearch 
we’d strongly recommend you hand over 
the management tasks to someone else 
(grafana.com is the primary candidate here!) 
so your teams can focus on running their 
applications, not running your observabliity 
stack.
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Metrics are the “point in time” indicators that 
show you what your platform is doing “now”, 
as well as showing historical trends.

Metrics tend to be numbers, and as a result 
are more suited to a Time Series Database 

than a Document Store, however platforms 
such as Elasticsearch store everything in 
document format based on their historical 
approach to monitoring and observability 
with minimal (if any) impact on metrics 
storage and retrieval.

Metrics Tools

Lookout for Metrics uses machine learning to automatically detect and diagnose 
anomalies in business and operational data, such as a sudden dip in sales revenue or 
customer acquisition rates.

Distro for OpenTelemetry is a secure, production-ready, AWS-supported distribution 
of the OpenTelemetry project. Part of the Cloud Native Computing Foundation, 
OpenTelemetry provides open source APIs, libraries, and agents to collect distributed 
traces and metrics for application monitoring.

AWS

Cloud Monitoring supports various metric types such as GCP, Kubernetes, istio and 
Anthos metrics. It also supports the use of agents from other clouds such as Metrics 
from AWS and other third-party applications. 

GCP

Azure Monitor Metrics is a feature of Azure Monitor that collects numeric data 
from monitored resources into a time series database. Metrics in Azure Monitor are 
lightweight and capable of supporting near real-time scenarios, so they’re useful for 
alerting and fast detection of issues.

AZURE
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Managed Services

As we’ve seen in the previous section, there 
are a huge number of managed services 
out there to choose from when looking 
to outsource your observability platform. 
However, let’s look at the highlights of each of 
the SaaS providers who specialise in metrics 
storage and what you may need to take into 
consideration.

Datadog
Datadog has been a leader in the industry for 
years, and has always focused on delivering 
a platform that provides a rapid and easily 
configurable collection of both infrastructure 
and application metrics.

Datadog can automatically create 
dashboards based on the components you 
ask it to monitor, and has full integration 
with all the major alerting platforms such as 
PagerDuty and OpsGenie.

Logging is a recent addition to the Datadog 
platform, and the query language still isn’t 
quite as powerful as we’d like it to be, so as 
long as you’re happy with leaning on metrics 
rather than logs for your observations then 
Datadog is a great choice.

Elastic Cloud
Unlike Datadog, Elastic Cloud started 
with a heavy focus on log processing and 
management however, in recent years they 
have introduced metrics capabilities to their 
platform.

Metrics can be fed to the platform via 
MetricBeat or Logstash, and there are ways 
to feed in metrics from other sources via 
these two components as well. However, at 
the time of writing we have concerns around 
the access controls available when setting up 
new Elasticsearch clusters on this platform. 
We have been assured that these challenges 
will be addressed in the very near future, and 
this is something you may want to consider 
when deciding on an appropriate SaaS 
solution.

New Relic
New Relic was one of the first monitoring 
tools to really start pushing the boundaries of 
what was possible with metrics, and they are 
still one of the leading options for companies 
looking to outsource their observability 
needs.

New Relic started in the Application 
Performance Monitoring space and therefore 
really know their stuff about how to manage 

metrics. Unlike Datadog, New Relic charges 
based on the amount of storage space 
(in GB) consumed by the metrics you are 
storing. This makes it very easy to both 
understand and forecast what your New Relic 
bill will be each month.

Grafana Cloud
Grafana Cloud provides a managed version of 
Cortex (a binary-compatible, scalable version 
of Prometheus) for metrics.

This provides your team with a platform that 
is almost identical to the one they might be 
running on premise as part of an OpenShift 
cluster or other similar projects, without the 
management overhead of needing to scale 
out the platform as your estate increases in 
size.

Just like New Relic, Grafana bills based on 
the amount of metrics you are sending, but 
this time it’s based on the number of distinct 
metrics that you send rather than the volume 
of space they take up.

CLOUD AGNOSTIC
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Tracing gives us the insight between the 
components in our infrastructure and 
applications.

It is tracing that will show us which 
connection to a database is taking longer 

than expected, where API response times 
are lagging between front and backend 
components, and even how the entire 
application links together.

Tracing Tools

Cloud Trace is a distributed tracing system that collects latency data from your 
applications and displays it in the Google Cloud Console. You can track how requests 
propagate through your application and receive detailed near real-time performance 
insights. 

Cloud Profiler is a statistical, low-overhead profiler that continuously gathers CPU 
usage and memory-allocation information from your production applications. It 
attributes that information to the application’s source code, helping you identify the 
parts of the application consuming the most resources, and otherwise illuminating the 
performance characteristics of the code.

GCP

X-Ray is the primary tracing service in AWS, and it allows several different views of 
requests as they move between components and services in a system or application.

AWS

When it comes to hosting metric storage 
platforms on your own infrastructure 
there are really only two solutions that we 
would recommend: Elasticsearch and 
Prometheus.

Unlike the cloud version, Elasticsearch 
has full RBAC capabilities, and the 
recent fork by AWS and others over a 
licensing dispute with Elastic.co (called 
“opensearch”) has made many more of 
the previously “enterprise only” features 
available via an Open Source license. 

The only thing to be aware of is that 
managing Elasticsearch or Opensearch 
in a large cluster can be quite a challenge 
and could easily require a dedicated 
team, so it may be cheaper to purchase 
a managed service rather than hiring 
a team of staff to run the Open Source 
version.

When it comes to running Prometheus, 
most organisations already have 
it deployed as part of OpenShift 
or other Kubernetes stacks. This 
makes adoption of Prometheus very 
straightforward however, it also means 
that an organisation may have multiple 
deployments of Prometheus that are not 
connected. 

Connecting these installations is easier 
than using Elasticsearch, although it 
will also require specialist knowledge of 
platforms such as Cortex or Thanos (the 
clustered versions of Prometheus) and 
as a result could still end up costing you 
more than purchasing a SaaS offering.

SELF-HOSTED
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Application Insights is a feature of Azure Monitor that provides application 
performance management (APM) and monitoring for live web applications. 

Engineers can use Application Insights for the following:

• Automatically detect performance anomalies.
• Help diagnose issues by using powerful analytics tools.
• See what users do with apps
• Help to improve app performance and usability

AZURE CLOUD AGNOSTIC

Tracing allows us to see the relationships 
between the components in our platform, 
and identify where connections between 
components may be raising concerns.

Whilst the implementation of tracing 
requires additional effort and lines of 
code, the insights gained are well worth 
the development costs, and all the major 
providers of tracing solutions have either 
a language-specific library or a way of 
intercepting calls within the code to extract 
the data needed.

Managed Tracing Providers

As with the other areas of observability that 
we’ve covered in this book, most of the major 
players in the observability as a service 
space now provide tracing.

We’ve picked a select few to complement the 
ones that provide logs and metrics as well, so 
have a read and find a tracing provider that 
suits you!

Datadog
Datadog provides tracing as part of its 
Application Performance Monitoring suite.  
As with the logs and metrics, the pricing 
structure is not always clear, however 
the platform is rock solid and has been a 
fantastic addition to the Datadog platform.

Most languages can be monitored via the 
Datadog Agent, and all the traces are fed 
back to the Datadog cloud platform for 
visualisation and analysis.

Elastic Cloud
Elastic Cloud has been rather late to the 
application performance/tracing side of 
things compared to their competitors, 
however they are rapidly gaining ground.

Traces can be fed in via the appropriate 
Elastic Agent, and can then be visualised in 
Kibana.
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New Relic
New Relic started with Application 
Performance Monitoring originally, so tracing 
is something that comes natively on their 
platform.

As with the other platforms, numerous 
libraries are available for various languages in 
order to send the data back to the New Relic 
platform for visualisation.

Grafana Cloud
Grafana Cloud breaks from the pattern of 
other providers and uses the Open Source 
Tempo project to provide tracing.

Tempo is able to ingest trace data in multiple 
formats, and can also consume trace IDs 
from Loki’s log engine, allowing Grafana 
Cloud to provide a full trace and visualisation 
offering based on open standards.

The ability to ingest data in multiple formats 
means that Grafana Cloud can lean heavily 
on existing libraries for various languages in 
order to collect trace data from across your 
infrastructure with relative ease.

Self-hosted Tracing Tools

When it comes to self-hosted tools, we 
recommend Tempo.

As we’ve covered above, this is the Open 
Source tool that lives at the heart of Grafana 
Cloud’s tracing offering and can ingest traces 
in multiple formats.

Managing a Tempo cluster is relatively 
straightforward, but as with all the self-hosted 
solutions we’ve discussed, you’ll want to 
make sure you take into account the running 
costs and administrative overhead before 
committing to a self-hosted version vs. 
Grafana Cloud.

Possibly the most important layer in your 
observability stack, the visualisation layer 
is the one that helps you make sense of the 
data you have collected and turn it into useful 
information.

The majority of hosted and managed 
observability solutions provide a visualisation 
layer as part of their offering.

Visualisation Tools

Cloud Monitoring provides visibility through customisable dashboards and alerting. It 
works with both Kubernetes deployments using Prometheus as a managed service 
and VM deployments using Ops Agent. Its seamless integration with Cloud Logging 
allows the drill down from dashboards and charts to logs. It also enables the creation, 
visualisation and alerting of logs based metrics.

AWS includes some visualisations, out-of-the-box, as part of metrics in the CloudWatch 
suite. They also offer Amazon Managed Grafana, which has integrations with many 
popular AWS services such as X-Ray, CloudWatch, Redshift, and Athena, and Quicksight, 
a powerful Business Intelligence (BI) service.

Log Analytics allows you to to create dashboards to visualise all of your saved log 
queries, providing you the ability to find, correlate, and share IT operational data within 
cloud estate. Log Analytics is a dedicated portal used to work with log queries and their 
results. Features include the ability to edit a query on multiple lines and selectively 
execute code. 

GCP

AZURE

AWS
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Choosing a monitoring solution that’s 
right for you is a tough task. We hope 
this eBook has provided you with some 
ideas on how to get started as well as 
what tools you might want to work with.

If you need support on your journey 
down the Observability River, feel free to 
reach out to Contino!

In Summary
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