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Introduction
Due to its rapid adoption, propensity for 
rapid delivery, and therefore potential 
for competitive advantage, the world of 
serverless has evolved tremendously in 
the last ten years. All three major cloud 
providers (Amazon Web Services (AWS), 
Azure and Google Cloud Platform (GCP)) 
now offer a wide range of serverless 
products.

Serverless has now been around long 
enough for us to know what works and 
what doesn’t.

Serverless removes the provisioning 
and maintenance overheads associated 
with traditional resource management 
in the cloud. This means a reduction in 
infrastructure configuration and a greater 
focus on developing features to help your 
business grow.

It is now possible to architect and run 
complete serverless workloads for core 
workloads, Business Intelligence (BI) and 
analysis, Machine Learning (ML) and 
Artificial Intelligence (AI).

In this white paper we discuss how large 
enterprise organisations can go on the 
serverless journey. There is a common 
misconception that serverless is solely 
related to technology and architectural 
advancements. However, in truth, this is 
only a partial answer. Serverless should 
be considered a mindset shift in your 
organisation. It requires a change of 
development culture and processes—
along with technology to maximise its 
business benefits. We hope this white 
paper serves you with a holistic overview 
of how to fully embrace the serverless era.
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The Journey of Serverless: 
6 Important Serverless 
Launches

From a technical point of view serverless 
means that scaling of cloud infrastructure 
is provided out-of-the-box by the cloud 
service provider (CSP). This helps your 
organisation deal with peaks and troughs 
in demand.

Typically when we think of serverless, 
most of us still think about compute 
functions; that is application business 
code that can replace long-running server 
instances, that we now know as Function-
as-a-Service (FaaS). However, in reality, 
serverless has evolved to a point where 
many traditional services that make 
up your architecture have a serverless 
companion or alternative. 

Many greenfield and small companies 
have fully embraced serverless 
architectures; they take advantage of 
the associated low costs and elastic 
architectures, using typical agile practices 
to iterate on functionality as the business 
grows. 

Serverless architectures have now 
evolved enough for larger enterprises 
to pay attention and take advantage of 
this paradigm. However, we also want to 
make you aware of the necessary steps 
to success—our experience tells us that 
the availability of tooling is not enough of a 
reason to adopt. To succeed in serverless 
adoption in large enterprises, you need to 
consider other factors such as security, 
testing, observability and adoption of new 
software delivery development principles.

AWS SQS 2006 / AWS S3. Where it 
all starts. These are the first ‘cloud 
services’ launched by Amazon Web 
Services. However, as they require no 
infrastructure management, and auto-
scale to meet demand, they are also 
considered serverless!

GCP Google Cloud Datastore. With 
application data becoming larger and 
more complex, NoSQL databases and 
JSON data structures start to gain 
traction in software development, and 
Google launches the first serverless 
database that scales with demand. 
AWS launches DynamoDB in 2012, and 
Azure releases CosmosDB a year later.

GCP App Engine. In the late 00s, 
Google launches a preview version of 
App Engine and a few years later it 
allows anyone to run its applications in 
languages such as Java and PHP.

AWS Launches Lambda, the first 
Function-as-a-Service (FaaS), allowing 
users to deploy code directly without 
having to worry about OS, runtime 
installation, containers, or scaling. 
Microsoft and Google both follow suit 
with Azure Functions and Google Cloud 
Functions in 2016.

Launch of Serverless Framework. 
The serverless framework made 
logical assumptions around default 
configurations for deploying serverless 
applications so developers had to write 
far less boilerplate Infrastructure as 
Code (IaC) to deploy workloads.
 
Azure Synapse. An end-to-end 
analytics solution, combining serverless 
ingestion pipelines, AI/ML tooling and 
BI visualisation capabilities for your 
warehousing needs.
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The Different Types of 
Serverless Offerings 
From CSPs
Serverless has evolved dramatically in the last decade. It’s now 
possible to architect an entire solution with serverless components. 
Below are the different types of offerings available:

Function-as-a-Service (FaaS) 

Databases

API 

Application Integration 

Containers / Kubernetes 

Data Services 

Visualisation / Business Intelligence
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This is what most people will initially think of when you mention ‘serverless’. FaaS 
services allow you to deploy and run your code without having to manage a VM, OS, or 
even container, and they can scale to meet just about any demand.

The elasticity of serverless makes it ideal for running databases, which tend to be 
highly efficient when they are first provisioned, but grow and slow over time to cause 
bottlenecks and bad end-user experiences. The ability to scale automatically to meet 
demand means that development teams can focus on their application, rather than 
trying to figure out how much extra capacity the database needs on a specific month.

Serverless API services allow development teams to define an API through a standard 
Application Programming Interface specification, such as OpenAPI, or an IaC tool such as 
Terraform. The APIs are deployed as a separate service to other application code, acting 
as a gateway to your applications and services, and providing another layer of abstraction 
and modularity in your architecture.

With the trend in recent years away from monolithic applications towards microservices, 
there is huge demand for services that help these microservices communicate with one 
another. Whether that be message queues, event buses or process orchestration, there 
are now serverless offerings that can be provisioned quickly and easily without having to 
manage clusters of VMs. 

Containers help to make applications more portable. Kubernetes is an extremely popular 
tool for orchestrating container application ecosystems, but containers still need to run 
on VMs.  Serverless container services shift the responsibility for running those VMs 
back on to the hyperscaler, allowing development teams to focus on the application and 
container layer, rather than managing virtual machines.

Data is the fuel powering digital transformation, but if it remains siloed within applications 
and databases, its value is undermined. CSPs have a broad range of serverless 
offerings delivering both end-to-end and specific data operation needs, including: data 
management and governance; data orchestration; machine learning; data lake storage; 
batch and stream data processing engines; extract, transform, load (ETL); and data 
warehouse.

It’s not only the volume of operational data organisations are storing that’s growing day 
by day, but also the analytical data we create on top of that. Visualisation tooling requires 
significant compute and scaling properties to shard, filter and aggregate data, which 
means the cost of visualisation tooling can quickly add up! They’re often either charged 
per user instance or billed per hour of usage. So, shifting to serverless offerings means 
you can potentially limit your costs based on your team’s actual visualisation of data.
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All Aboard: 6 Reasons Why Serverless 
Makes Sense in an Enterprise

At Contino we believe that serverless should now be the default mode 
of operation and, unless there’s a good reason NOT to use managed 
services, it should be your starting point. However, there are some 
situations where going serverless is particularly logical.

Here are six scenarios where serverless simply makes sense:

Boris Grantcharov MBA BSc AMBCS, 
Partner Solutions Architect @ AWS

“A serverless-first approach is becoming increasingly popular among organisations as they move 
beyond a cloud-first approach. This is hardly a surprise considering well-designed serverless 
solutions employ decoupled components and minimal code, allowing organisations to focus 
less on infrastructure maintenance and more on rapid innovation and business differentiation. 
Transforming an enterprise to a cloud and serverless-first strategy can feel like a daunting task 
due to a number of common barriers including workload complexity, a lack of organisational 
capability, and budget restrictions. This is where Amazon Web Services (AWS) and its Partner 
network can help. By utilising the broadest set of products and services on the Public Cloud, 
combined with the expertise of AWS Partners, such as Contino, organisations can embrace agility 
and unlock innovation.” 

Experiments and proofs of concept for a new product line. Where there’s minimal 
dependency on existing infrastructure, serverless allows you to test ideas quickly 
and focus on application logic and less on cloud plumbing. This all means a faster 
time to market to prove your business idea!

Empowering your teams to have end-to-end ownership. Serverless is an easier 
way for developers to understand the DevOps process. The learning curve of 
creating and deploying serverless infrastructure is simplified greatly by stripping 
away a lot of the configuration of the underlying servers. This means your teams 
can be more confident in DevOps and the wider ownership of the software 
development lifecycle (SDLC). A benefit of this means your teams can respond 
faster to outages and errors—as well as adopt a product development mindset 
and just ship more business features!

Modularity and decoupling of large applications. Over time, even some 
microservice architectures can lose their identity of handling small units of work. 
As the business demands more functionality, backend IT services can grow in 
complexity and become monoliths in their own right. By moving to serverless you 
force your teams to break down architectures into reusable smaller components 
that will have a higher propensity for being shared with other teams.

Unpredictable scaling limits. You have burst workloads and aren’t sure on the 
upper bound to which your architecture will be tested. Instead of guesstimating 
scaling policies, let serverless scale on your behalf. Examples may be related to 
ordering systems or batch processing.

Background bolt-on / side-car event-driven services are a good way to introduce 
serverless to an existing technology stack (or team!) with isolated and modular 
functionality that can run asynchronously from the main processes.

Acyclic workloads. Some services sit dormant for days or even weeks. It may 
be hard to decipher usage patterns from your workloads. However by identifying 
these largely dormant services and converting to serverless architectures, you 
can improve FinOps posture by putting an end to paying for unused compute. 
In many cases, this will also improve your sustainability footprint from a CO2 
perspective.
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Mind the Gap: 3 Reasons 
Why Serverless Might 
Not Make Sense For Your 
Enterprise
Serverless is not always suitable for some organisations. Here are three 
important considerations to make before adopting serverless patterns:

Cost:
A cost evaluation is a crucial stage in any application re-architecture. It’s widely believed that 
serverless is a cheaper option than traditional Platform-as-a-Service (PaaS) models, but this 
isn’t always true. If your application has steady continuous load requirements, then it may be 
cheaper to use a managed cluster with pre-provisioned capacity on demand. We at Contino 
recommend using the cost calculators provided by all CSPs to evaluate the cost benefits of 
serverless before jumping in. Make sure you also factor in the management overhead cost of 
running and maintaining servers.

Adoption and Training:
While we argue it’s easy to get started with serverless, building a secure serverless environment 
adds some complexity. Serverless design patterns differ from traditional development 
processes (see the section: Staying on the Right Track: Serverless Challenges to 
Consider). Therefore, it’s important to ensure you have the support of SRE and wider DevOps 
teams in building out a secure serverless platform. As you develop serverless architectures, it’s 
vital to have the right support to update and follow your Cloud Centre of Excellence rulebook. 
Otherwise, you run the risk of never getting your serverless architecture out of development 
environments!

Stateful services:
When serverless applications scale to 0, any ‘state’ held in memory will be discarded. This 
means that they’re not suitable for applications that require in-memory lookups. Changing a 
service from being stateful to stateless can involve a larger application re-architecture—like the 
introduction of caches, caching strategies, and databases with retention policies.

“Some of Azure’s earliest services delivered 
serverless foundations. Early adopters proved out this 
technology, and we’re now seeing broadscale adoption 
and value realised by organisations modernising 
their applications, integrations, and event-driven 
systems powered by Azure serverless compute. 
As organisations seek to do more with less, they’re 
recognising the importance of minimising non-value-
add tasks. Skilled developers are a finite resource and 
minimising the layers of an application’s infrastructure 
that they are concerned with is critical to increasing 
agility and developer velocity, and reducing total cost of 
ownership.”

Michael Wignall, Azure Business Lead, Microsoft UK
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Staying on the Right 
Track: Serverless 
Challenges to Consider
If your organisation decides that serverless adoption is the best approach, here 
are some of the ongoing challenges you need to consider. At Contino we have 
spent the last decade helping companies tackle the world of serverless, so 
here is our advice to help you succeed and avoid going off track:

Serverless shifts the shared responsibility model ascribed by all three major CSPs, with more 
responsibility landing on the provider, and less with the customer. With the removal of operating 
system management, patching and a limited number of runtime configurations that can be 
applied, serverless services are inherently easier and faster to get started with compared to their 
alternatives such as Kubernetes and Virtual Machines.

However, this comes with a cost; serverless applications and architectures are naturally broken 
down into many small constituent parts such as functions, queues and data storage. This can 
often lead to sprawl and lack of understanding and maintainability if not orchestrated properly 
and thought through in the design phase of your lighthouse project.

A complex arrangement of simple objects

1. Serverless can introduce complexity 

Consider a typical containerised architecture with a logical grouping and isolation of the 
deployment of application level resources. There’s a symmetry to the architecture that makes 
it easy to read—and it’s easy to see how this could be extended whilst maintaining a strong 
security posture.

A simple arrangement of complex objects

Comparing this to a serverless architecture, we immediately see a lot more complexity in 
the design. The modularity of simple serverless components has created a more chaotic 
architecture. Developers and architects need to be careful that they balance the modularity of 
serverless with an extensible architecture that is truly scaling.

2. The beauty of container based architectures vs serverless designs

MAIN DATABASE MAIN DATABASE

BACKEND/ PUBLIC SUBNET BACKEND/ PUBLIC SUBNET

CONTAINER CONTAINER

BACKEND/ PUBLIC SUBNET BACKEND/ PUBLIC SUBNET

LOAD BALANCER LOAD BALANCER

REGIONAL ZONE A REGIONAL ZONE B

FRONTEND/ PUBLIC SUBNET FRONTEND/ PUBLIC SUBNET

SCALE

GATEWAY

SERVERLESS SERVERLESS

SERVERLESS

SERVERLESS

SERVERLESS

DATABASE DATABASE

QUEUE QUEUE

BLOB 
STORAGE

CDN

VIRTUAL PRIVATE NETWORK
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Testing on the cloud typically involves many 
teams emulating the cloud locally. Teams 
stub endpoints and mock the responses they 
expect or don’t expect to get. While there is 
merit to doing this in specific situations, we 
feel the best way to test if your code works on 
the cloud is by deploying to the cloud!

“When developing serverless 
applications in the cloud, your 
dependencies are inexpensive. The trick 
is to create a testing strategy that is 
aligned to the serverless paradigm, not 
simply use the approaches you’re familiar 
with. Give your technical teams the right 
tooling and processes to test effectively, 
and they will soar.” -  Josh Armitage, 
Distinguished Technologist, Contino

Empowering your teams to spin up isolated 
development cloud environments to test 
new features should be preferred to creating 
a mirrored version of your production 
environment offline. These development 
environments can be used to run end-to-
end flows—touching both your application 
and infrastructure logic. Being able to quickly 
spin up environments is a great advantage 
that serverless provides compared to non-

serverless infrastructure. 

We are looking to minimise the total cost of 
ownership (TCO) of our testing approach. 
Factors that influence your TCO include:

Tool licensing

Test suite maintenance effort, i.e. how much 
time we spend maintaining existing tests

Test suite operation effort, i.e. how much 
time it takes to run the tests

Test suite extension effort, i.e. how hard it is 
to add new tests

In our experience, cloud resources that can be 
created rapidly through IaC offer the best TCO. 
By using serverless’s pay-for-use charging, 
testing your code in the cloud costs trivial 
amounts compared to the investment in time 
of mocking and maintaining tests that run 
locally.

3. Teams tend to overcomplicate testing

In their current form, tools such as 
Terraform were designed for relatively static 
environments where you are working with 
standard cloud infrastructure resources. 
Serverless blurs the lines between the 
infrastructure and application layers of 
workloads running in the cloud. New cloud 
constructs have been created around 
the versioning and deployment of FaaS 
services, among others. This requires a 
paradigm shift in how applications are built 
and tested. Tools such as the Serverless 
Framework can help in this area but it’s 
important that development and platform 
teams understand the implications of ‘going 
serverless’.

4. Traditional IaC tools were not 
designed with serverless in mind

Traditionally, there is a separation of 
concerns between the infrastructure 
you build and the application code that 
runs on top of it. Largely speaking, the 
same principles can be applied within 
the serverless world; typically, you would 
have a separate repository for managing 
your databases compared to your queuing 
and observability infrastructure as an 
example. However, when it comes to FaaS, 
the default code structure layout is to now 
have your application code alongside your 
infrastructure.

Although there’s nothing wrong with this 
approach, as organisation workloads 
grow, it’s important to have a separation of 
infrastructure from application logic. This 
allows ownership of your cloud estate to 
be managed centrally by your SRE and 
DevOps functions, and on the reverse 
side, allows your developers to focus on 
shipping brilliant new application logic and 
functionality.

If you still want to follow a separation of 
concerns design, one approach that could 
be taken, is to bundle application logic into 
images—such as supported by Docker. By 
having your code packaged as a Docker 
image, you are 1) allowing your code to run 
virtualized on many different underlying 
operating systems, 2) you can still separate 
your business code and build processes 
from your infrastructure ‘function’ 
repositories and release pipelines. This is 
likely to be the structure followed for non-
serverless applications, so it will be adopted 
well in your organisation.

5. Having your application code 
alongside your IaC in one repository
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Scaling is another issue. Functions that are invoked frequently, within a user defined controller 
network, require multiple network interfaces being spun up to manage this. Every time a 
function is invoked, a network interface with a private IP address is associated with the function 
instance. Therefore, it’s possible for functions to quickly use up all IP addresses within the range 
assigned to a subnet. As it can be very difficult to resize a subnet after it’s created, you should 
provision a large enough Classless Inter-Domain Routing (CIDR) range to deal with large spikes 
in traffic for your serverless functions.

Having unrestricted public access to serverless resources is a major risk, and provides many 
attack vectors for a person wishing to compromise an application or its data in some way. 
Therefore, when considering using serverless in a virtual cloud network you need to consider 
if these resources need public access. If they don’t, then you can reap the rewards of almost 
limitless scaling. However, if they do, then more consideration is needed in your architecture 
design to account for throttling.

7. Scaling—yes, scaling (in a private network!)

NO NO NO

Serverless services aim to take as much management overhead away from the user as 
possible, so that they can focus purely on their service. This includes operating system 
management, scaling, and also some elements of security.  This is often the default mode of 
operation for services and can be problematic, particularly if the implications of the decisions 
made by the CSP are not well understood. For example, the default mode of operation for FaaS 
services is to be able to make egress requests to any service on the internet. This is not the 
case with VM-as-a-Service cloud services, which must be provisioned inside a user controlled 
network, and can lead to security vulnerabilities. This needs to be a consideration when 
developing serverless applications. So, how do you account for this when developing serverless 
applications? We heavily recommend that you should do some threat modelling analysis to 
understand the vulnerability vectors for your architecture design. This is a great way to call out 
all risks and more importantly—what level of risk you’re willing to take as an organisation.

6. A different security model is needed

ACCESS TO 
RESOURCES 
IN A VIRTUAL 

NETWORK

START

ACCESS 
RESOURCES 

IN OTHER 
NETWORKS?

ATTACH TO 
VIRTUAL 

NETWORK

STRICT 
EXFILTRATION 
CONTROLS?

SPECIFIC IP 
ADDRESS?

LEAVE DEFAULTYES

YES YESYES

NO
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1Security in Serverless Supply-chain Levels for Software Artefacts, or SLSA 
(pronounced salsa), is a practical security framework for 
measuring end-to-end software supply chain integrity

SLSA (pronounced Salsa!) allows you to measure a level of supply chain 
maturity against a set of practical requirements for all hyperscalers. This is often 
used in container-based environments, but often seems neglected in serverless 
environments, despite being fundamentally important.

Take a look through the SLSA requirements and evaluate how your processes 
align and where the application can be improved.

For example:

• Is your build process scripted?
• Does your build process run in an ephemeral environment?
• Is your source control retained indefinitely?
• Is your provenance non-falsifiable?
• Is the patching of the OS your responsibility?

But if serverless servers are managed by CSPs, how do we 
know who’s responsible for what?

We’ve already discussed in this paper how quick and easy it is to get started with 
serverless for a myriad of different use cases. Typically within IT units, security is 
often left until last or the end of the SDLC. By thinking of security as a last-minute 
check before you punch your code into live, it’s no surprise that security teams are 
often seen as slowing down the release cycle when they identify many compliance, 
audit and possible areas of attack before you can ship your code. 

Therefore, when considering moving to serverless, this is a great time to consider 
your security posture as an organisation and bake security into your teams from the 
outset. 

Here are some key considerations and steps to consider to help you in your 
serverless security journey:

The shared responsibility model is something offered by all CSPs and makes it clear 
who’s responsible for what. Familiarity with the accountability and responsibility split 
for serverless architectures, as a company, ensures you have the right policies and 
compliance in place to maintain a strong security posture. One way to achieve this is 
via Supply chain Levels for Software Artefacts.

Customer

Customer Function Code 
and Libraries

Identity & Access Management

Resource Configuration

Compute
Execution 

Environment
Runtime 

Language
Networking 

Infrastructure

Regions Availability Zones EC2 Hardware

Server Software

Hardware

(SEE IT, SAY IT…SECURE IT!)

CSP

SourceDeveloper ConsumerBuild Package

Dependencies

! ! ! ! ! !

!

!
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2 3Bake security into your continuous integration and 
continuous delivery (CICD) pipelines

IAM Roles & Least Privilege—deciding who and what can 
access what and when

Not just your compute, but your whole stack from databases to queues!

CICD is becoming an essential part of most organisations, and ensuring that 
all of your infrastructure and application code is deployed via a CICD pipeline is 
vital.

• The pipeline is repeatable, reducing manual steps that can introduce errors   
 and security risks
• It ensures there is auditability throughout the process, with each deployment   
 being logged and tracked
• It enhances your security posture, as we can lock down production    
 environments to only be accessible by the CICD process, removing the need   
 for end-user access to production 
 
There are now multiple options and platforms that offer excellent features, such 
as GitHub Actions.

Building a serverless architecture can lead to a fractured and sprawling amount 
of resources deployed into your chosen CSP.  With so many services relying on 
each other, it’s easy for teams to allow all services to have the same amount of 
permissions, or even worse just open permissions, to allow resources to interact 
with each other without the bottleneck of roles getting in the way!

Defining granular yet reusable roles at the start of development is a good 
practice to get into. It’s very easy to define roles that allow access to too many 
resources! Although this allows for fast initial development—we know from 
experience how painful it can be to relook at these roles and try and lock them 
down without the fear of breaking anything! So locking your security down from 
Day 1 is needed for long-term success and pain avoidance.
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Monitoring and 
Observing your 
Serverless Applications
Things go wrong all the time. As a large enterprise 
you need to have the correct logging, metrics and 
tracing in place to 1) at best predict when things 
are about to go wrong and 2) at the very least 
have the right information to hand to understand 
why things have fallen over.

Monitoring isn’t just concerned with examining 
business or flow errors in your application; 
it should be treated as a passive activity 
that your development teams are looking to 
observe regularly. This is from the perspective 
of understanding performance bottlenecks, 
execution times, and memory usage.

Tracing is not just a tool to help debug errors in 
your applications; it is critical to understanding 
whether they are meeting agreed service-
level agreements (SLAs). In the serverless 
world, where applications consist of many 
small components, it can become increasingly 
difficult to understand the underlying health 
of your infrastructure. Furthermore, it can be 
hard to understand if SLAs are being met, and, 
if not, where bottlenecks and high error rates 
exist. Good tracing is therefore essential in any 
serverless application.

Although serverless takes away the need for you 
to manage the underlying compute resources, 
it still offers mechanisms to manipulate how 
much compute resourcing your applications use. 
It is still up to you to decide on your concurrent 
request limits or maximum time for a request 
to be handled. Without tuning such parameters, 
you risk negatively impacting the performance 
and cost of running your applications. Therefore, 
monitoring the runtime performance of your 
architecture regularly is just as important to 
serverless applications as it is to more traditional 
ones.

For serverless databases or object stores, you 
have no direct control over the compute power, 
and the main focus is on the volume of data 
stored and transferred in and out. Observing the 
usage of such services is fundamental for finding 
the right performance balance. Optimising how 
long database queries run for and how much 
data is scanned can have a significant impact on 
costs. Data that is infrequently accessed should 
be moved to lower-performance storages for 
further cost optimisation.

Typically, across different serverless technologies, the dials you can play with are:

• Maximum execution time length
• Number of concurrent requests
• Data throughput
• Minimum / maximum reserved capacity
• Scaling increment size
• Data storage volume
• Data scanned volume
• Processor type

CONTINO TOP TIP

SET ALARMS ON YOUR RESOURCES THAT WILL TRIGGER WHEN A PARTICULAR 
THRESHOLD IS MET E.G. NO. OF REQUESTS, SO YOU CAN BE ALERTED 
AND CAN TAKE CORRECTIVE ACTION BEFORE THINGS BECOME A PROBLEM! 
CHECK OUT CONTINO’S FLIGHT CONTROLLER SOLUTION, THAT PROVIDES 
CONFIGURABLE OBSERVABILITY OF YOUR CLOUD ESTATE AND MANAGEMENT 
OF SLI, SLO AND SLA DRIVEN METRICS.
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Don’t Forget About 
Serverless Data Platforms
When we think of serverless, we often do not think about data platforms. There has 
been so much development in the last few years that embracing serverless for your 
data needs has a lot of advantages for both your business and technology goals.

Let’s start by answering what a data platform is. A data platform is not just a 
database; it encompasses many other tools and technologies that allow you to 
retrieve, receive, manipulate, process, move, store, catalogue, and present your data. 
A data platform, like other parts of your systems, needs to allow you to define the 
right governance, be able to classify the sensitivity of data correctly and help you set 
the correct security postures for access that best meet the needs of your industry.

Why Serverless Data Platforms Make Sense

1. Sizing

Nobody nails the sizing of a data platform 
cluster right on the first go. And as your 
organisation grows, you’ve probably 
experienced situations where the DevOps 
team have had to allocate and attach more 
storage space to an underlying database. 

Adopting serverless data storage enables 
you not to worry about sizing. There’s no 
more need for ‘napkin calculations’ on the 
storage size and then arbitrary 

‘doubling it’ for safety. You still need to be 
concerned with controlling your read / 
write units (or more generally how much 
data applications pull and push from your 
disk), but there’s no need to pay for large 
unutilised storage volumes.  The issue 
becomes much more about keeping on 
top of costs, rather than worrying about 
lack of availability due to hitting storage 
limits.

2. Data readiness

Strategies for optimally accessing data 
come in many forms. For instance, 
there’s the approach of indexing 
your data so as to improve the query 
performance e.g for the benefit of 
BI and dashboard reporting. There’s 
also the approach of adding caching 
layers—again improving the speed 
of accessing hot data used by your 
applications and teams. Serverless 
data platforms typically provide a 
third benefit that traditional platforms 
do not—moving your data between 
hot and cold storage. Serverless data 
platforms can be configured to move 
the data used by your end users with 
little to no intervention strategies to 
be defined by your teams. One of the 
fundamental benefits of using hot / 
cold storage is a reduction in costs 
that no longer needs to reside in RAM 
intensive caches or expensive storage 
clusters.

3. Pipeline throughput 

Knowing the size of your data is 
impossible. As your organisation 
grows, there’s a need to ingest feeds 
from more sources or send data to 
more targets. Serverless pipelines, 
as well as scaling with your sharding 
strategy, can also offer other out-of-
the-box benefits such as automatic 
dead letter queue replays. And of 
course there’s the cost benefit of 
paying for what you use / ingest. 
Whether you deal with batch-
processing or a spikey stream of data 
processing, serverless pipelines mean 
you only pay for the bytes throughput 
which could lead to substantial cost 
saving depending on your workload 
requirements.
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Ways of Working: The 
Serverless Mindset
At Contino, we know that when it comes to successful digital 
transformation projects, choosing the right technology is 
only half the battle. Improving ways of working and setting 
up both our teams and our customers’ teams for success 
requires a shift towards a serverless mindset.

With the adoption of DevOps practices such as Infrastructure as Code, Continuous 
Integration and Continuous Delivery, an environment composed exclusively 
of serverless services can actually be replicated and disposed of for multiple 
development needs without any significant increase in cost or time delay. 
With elastic, always-available, pay-as-you-go models, any number of isolated 
developments can happen in parallel; something that would be unimaginable 
before.

One of the greatest benefits of the CICD approach is built-in quality as an integral 
part of the system being built. With solutions being decomposed to functions, it 
makes sense to have granular scope for both unit and cloud testing. Furthermore, 
environments for integration, performance, and end-to-end tests should be 
disposable, exclusively serving automated tests, with reduced setup time due to 
the lack of infrastructure to provision. Environment drift can also be avoided, as it 
is cost-efficient to roll out production-like environments with a lifespan of just the 
length of test cases.

As previously mentioned, some practices were not designed with serverless in 
mind and some approaches for IaC, GitOps and testing may not be fit for purpose. 
Source code and automation scope must be aligned to the people and process part 
of the system, not the actual serverless components, that naturally will represent 
a granularity way thinner than the organisational structure. There is a need to find 
a balance between being able to develop applications locally, maintaining a good 
design and being able to integrate with cloud serverless services.

“Serverless technologies help developers 
focus more on their code—the value add—
and less on provisioning and managing 
infrastructure. Serverless enables application 
components to react to events and triggers 
in near real-time, with virtually unlimited 
scalability. Organisations empowered by 
serverless are unlocking the ability to scale 
out and scale back according to demand, 
which helps minimise both cost and 
environmental impact by using only the 
compute necessary to deliver value”

Michael Wignall, Azure Business Lead, 
Microsoft UK
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How Can 
Contino Help?
To be successful in serverless it’s more than just 
thinking about the technology. Serverless is a mindset, 
a culture and shift in ways of working. At Contino, we 
know that for our clients to be successful they need to 
consider digital transformations from the perspective of 
not only technology, but people and processes as well!

What We Do
We Support Our Customers Across Five Core Pillars

Enterprise 
Transformation

Cloud Platform 
Build & Migration

DevSecOps and
Cloud Security

Data 
Platforms 

& Analytics

Cloud Native
Software 

Development
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Contributors

Rosh Plaha - Pre-Sales Technical Lead
Mark Faiers - AWS Practice Lead
Jaroslav Pantsjoha - GCP Practice Lead
Ricardo Piccoli - Principal Consultant
Nicholas Kinch - Azure Practice Lead

Contino and 
Contributors  
Our eBooks and thought leadership are only 
possible due to the expert knowledge and 
hard work from our Continis. Our wealth 
of experience in digital transformation and 
engineering puts Contino at the forefront of 
this industry.

Special thanks to all our Continis for making 
this possible!
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contino.io continohq contino

Want to find out more? 
Get in touch hello@contino.io

hello@contino.io

